
16

Figure 20 Streamlines and velocity contours in the
symmetry plane for the low-speed Parachute.

Figure 21 Convergence history for low-speed flow
over a parachute.

Figure 22a Pressure contours in symmetry plane for
Mach 2.1 inviscid flow (α=10o) over Space Shuttle
orbiter

Figure 22b Slice of grid in the symmetry plane for
Space Shuttle orbiter geometry.

Figure 23 Convergence histories for Mach 2.1
inviscid flow (α=10o) over Space Shuttle orbiter.
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Figure 15 Convergence history for Mach 0.16 flow
over a slanted backwards facing step.

Figure 16.  UVA two-hole injector geometry
(Courtesy D.R. Eklund, NASA LaRC)

Figure 17a. 2-D Slice of grid on lower wall of
UVA two-hole geometry.

Figure 17b 2-D slice of grid in symmetry plane of
the UVA two-hole geometry.

Figure 18a.  Pressure along the centerline of first
injector.

Figure 18b.  Pressure along the centerline of second
injector.

Figure 19 Convergence histories for UVA two-hole
injection problem.



14

Figure 9.  Convergence histories for Mach 2.84
turbulent flow past a 24 degree ramp.

Figure 10 a) 121x121 Grid for transonic flow over
a 2-D bump, b) Mach number contours.

Figure 11 Convergence history for transonic flow
over a 2-D bump.

Figure 12 a) Mesh used in reattaching shear layer
calculation b) Pressure contours c) Streamwise
velocity contours and streamlines.

Figure 13 Convergence histories for turbulent
reattaching shear layer.

Figure 14 a) 151x101 grid used for Mach 0.16 flow
over a slanted backwards facing step, b) streamwise
velocity contours and streamlines.
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Figure 5 a) Quadrilateral mesh, b) triangular mesh,
c) mixed mesh.

Figure 6.  Convergence histories for Mach 2.0
inviscid flow impinging on lower wall.

Figure 7.  Convergence histories for Mach 2.0
laminar flow over flat plate.

Figure 8.  Convergence histories for incompressible
laminar flow over flat plate.
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Figure 1 a) Quadrilateral mesh around circular
cylinder, b) triangular mesh, c) Hierarchical mesh
near cylinder.

Figure 2.  Convergence histories for Mach 0.4
inviscid flow over circular cylinder

Figure 3.  Convergence histories for Mach 0.01
inviscid flow over circular cylinder.

Figure 4.  Convergence histories for Mach 2.0
inviscid flow over 10 degree ramp.
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taken from McDaniel et. al [32], shows the geometry
characteristics.

Test section height 11.03D
Test section width 15.79D
Length of measurement domainX/D=26.6
End of nozzle contour X/D=-10.65
Step location X/D=-4.94
Step height H=1.65D
1st injector location X/D=0.0
2nd injector location X/D=6.58
Diameter D 1.93

Figure 16 shows a sketch of the UVA two-hole
transverse injector.  The topology consists of an inflow
region followed by a backward-facing step after which
two transverse injectors are located.  The computational
grid used to simulate the flowfield was derived from a
fine grid (400K cells, Sekar[33]). This mesh was
coarsened everywhere except near the hole regions and a
grid with only 70K cells was obtained.  2-D slices of the
coarse grids on the lower wall (downstream of the
backward-facing step) are shown in Figures 17a and b.
The Mach number of the primary flow was 2.089 and
that of the jets was 1.183.  The flow conditions were
similar to those found in McDaniel et al. [32].  The
turbulence model invoked for this calculation is a one-
equation pointwise eddy viscosity model given in
Goldberg [34].  Figures 18a and b show the pressure in
the cross-stream direction over the two holes as
compared to the data from [32].  Figure 19 shows the
convergence history for this case using a point-implicit
scheme (CFL 1.0) and the relaxation scheme using 2
LHS forward-backward sweeps at CFL 3.0 (ramped
from 1.0).  Nearly five orders of magnitude drop in
residuals was achieved by the relaxation scheme in about
1800 steps.

Low Speed Parachute—A Mach 0.01 3-D flow past a
parachute was computed using the preconditioned
version of the relaxation scheme.  The grid used for the
calculation is comprised of 10500 cells.  Figure 20
shows the solution in one of the symmetry planes and
Figure 21 shows the convergence history with the
relaxation scheme using 2 LHS forward-backward
sweeps at CFL 5.0.  A four order of magnitude drop in
residuals was achieved in nearly 500 steps.

Inviscid Flow over Space Shutt le Orbiter—A Mach
2.1 inviscid flow at a 10 degree angle-of-attack was
simulated over the space shuttle orbiter geometry.  The
mesh consisted of roughly 270,000 tetrahedral elements.
The relaxation scheme was used with 2 forward-

backward boundaries-on-in LHS sweeps.  The local CFL
was ramped from 1.0 to 5.0 between steps 1 and 300.
Figures 22a and b show the pressure contours and grid in
the symmetry plane, respectively.  Figure 23 shows the
convergence history for the scheme.  Five orders of
magnitude drop in the residual was achieved in roughly
900 steps.  The relaxation scheme performed rather well
even with a large number of grid points in the mesh (as
also seen in the two-hole case).

Conclusions

This paper has presented a preconditioned-implicit
relaxation scheme that shows very nice convergence
properties for a variety of problems encompassing flow
speeds from low subrsonic to supersonic and grid
topologies from single block structured to multiblock
unstructured.

Currently, a multigrid option is being added to this
point-implicit relaxation scheme which should improve
the convergence characteristics even further.
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quantities such as pressure, velocity and skin friction.  A
99x99 grid was used with clustering in the x-direction
(∆xmin=0.1δo) at the ramp corner, and clustering in the y
direction (∆ymin=0.0001δo) at the wall , where δo =
0.023m is the measured boundary layer thickness
upstream of the shock. This grid has at least eight cells

in the viscous sublayer and y1 1+ < .  The inflow static

pressure was 24 Kpa and the total temperature 276 K.
Although a direct comparison with the experimental data
requires inflow profiles, we have chosen here to
initialize with free stream quantities since that is a bigger
challenge to overcome in terms of convergence.  A
three-equation pointwise k-ε-Rt turbulence model was
used [27] to model the turbulent flow features.  Since the
emphasis of this paper is not on the accuracy of results,
but on convergence aspects, the reader is referred to
[27,28] for results obtained with this turbulence model
on this specific problem.  The cell -ordering employed
for this case was based on the eigenvalue magnitude.  As
described above, in this type of ordering more iterations
are done in regions with higher eigenvalues than in those
with smaller ones.  This enables faster convergence
since more sweeps are done in the “ fine-grid” region.
Figure 9 shows the convergence history for this problem.
The steeper line represents more iterations in the
boundary layer region, i.e. roughly 10 sweeps in that
region.  In both cases the CFL was ramped from 1.0 to
10.0 in about 300 steps and the maximum number of
LHS sweeps per step was no more that 5 times the
number of cells.  Even on this fine grid (50 times finer
than a grid typically used with wall -functions), roughly
six orders of magnitude drop in residuals was achieved
in about 1200 steps.

Transonic Flow over a 2-D Bump— This case
corresponds to the experiments conducted in [29].  A
121x121 grid, shown in Figure 10a, was used for the
calculations. The grid is highly stretched at the lower
and upper walls with a minimum spacing of ∆y = 4x10-

6m.  This grid is also extremely fine with several grid

points within y+ = 1.  A Mach 0.615 flow was used to

initialize the flowfield and Goldberg’s three equation
model [27] was used to model the turbulent flow
features.  The flow downstream of the bump separates,
causing a lambda-shock to develop near the end of the
bump geometry, seen in the Mach number contours
given in Figure 10b.  The eigenvalue-based cell ordering
was used for this calculation along with 2 forward-
backward LHS sweeps at CFL 15.  Figure 11 shows the
convergence history with nearly four and a half orders of
magnitude residual drop in about 1200 steps.

Turbulent Reattaching Shear Layer-- This case is
taken from the experiments conducted by Samimy et. al.

[30].  The geometry involves a backward-facing step
followed by a ramp and a constant area section. Figure
12a shows the grid used for this calculation, consisting
of 19500 quadrilateral elements.  A free shear layer is
formed off the step, which eventually reattaches to the
slanted wall (ramp).  This problem is more complicated
than the previous one.  Here a large recirculating
subsonic flow pocket (cavity flow) interacts with a free
shear layer and a compression structure.  The inflow was
at Mach 2.46 and was initialized with boundary layer
profiles (3.12mm thickness).  The inflow stagnation
pressure and temperature were 528.1 Kpa and 297 K,
respectively.  The interior of the domain was initialized
with  Mach 2.46 flow conditions everywhere except for
the small triangular region downstream of the step,
where the velocity was set to zero and pressure was
matched to that of the inflow.  Goldberg’s three equation
model [27] was used for this case too.  Pressure and
velocity contours are given in Figures 12 b and c for the
sake of completeness; however, once again the user is
referred to [28] for a detailed discussion.  Figure 13
shows the convergence history for a relaxation scheme
with one LHS sweep and no particular cell ordering, and
a relaxation scheme with eigenvalue-based cell ordering
and 2 forward-backward LHS sweeps at CFL 2.0.  In
roughly 2800 steps, the eigenvalue based scheme
enabled  five and a half orders of magnitude drop in
residual.  This case is quite challenging since in its
transient stages very strong shocks and expansions
develop in the flowfield.  This limits the CFL to a low
value, however, even with that restriction, the relaxation
scheme has shown marked improvement over tests run
using AF and point-implicit methods (not shown).

Low Subsonic Flow over Slanted Backward Facing
Step—This case is taken from the experiments
conducted in [31].  The basic geometry is comprised of a
45 degree backward facing step followed by a very long
channel section.  Figure 14a shows the 151x101 grid
used for the calculation.  The grid is clustered near the
lower and upper walls.  Goldberg’s three equation model
[27] was used also in this case.  The Mach 0.1 flow was
used to initialize the flowfield and no inflow profiles
were used.  A large separation bubble is present behind
the slanted backward facing step, as shown in Figure
14b. The preconditioned version of the relaxation
scheme with 2 backward-forward LHS sweeps at CFL
50 was used for this case.  Figure 15 shows the
convergence history.  We see that four orders drop in the
magnitude of the residual is achieved in about 1000
steps.

Two-Hole Injection -- This case corresponds to the
UVA two-hole transverse injector topology.  Table 1,
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More than ten problems were chosen in order to
demonstrate the convergence characteristics of this
implicit-relaxation scheme.  Since this scheme was
implemented in the unified-physics, unified-grid and
unified-computing framework, the problems tend to
cover a vast array of physical and topological ranges.
They include compressible and incompressible flow
regimes; inviscid, laminar and turbulent physics,
structured, unstructured, and hybrid meshes.  Since
Weiss’ preconditioning was finally chosen and
implemented, only the flows which are incompressible
or at a low-Mach number have been simulated with the
preconditioning option.

Inviscid Flow over Cylinder—A Mach 0.4 inviscid
flow over a cylinder is calculated using a variety of mesh
topologies.  The goal here is to demonstrate the ease
with which the relaxation scheme operates within the
unified-grid framework.  Four grids were chosen for this
analysis:  the first was a 26x26 quadrilateral grid
clustered near the surface of the cylinder, the second was
a finer version of the same grid (51x51), the third a
triangular mesh grid and the fourth a hybrid grid which
has a hierarchically subdivided section near the top of
the cylinder.  Figures 1a, b, and c show these mesh
topologies.  In all cases, the relaxation scheme was set
up so that it operated at a local CFL of 50 with 2
forward-backward boundaries-on-in LHS sweeps.
Figure 2 shows the convergence characteristics on the
four mesh topologies compared to a 2nd order Runge-
Kutta and 1st order point-implicit schemes.  Nearly four
orders of magnitude drop in the residual is realized
within 150 steps.  One should note that the leveling off
seen in the residual of the hierarchical mesh is due to the
truncation error mismatch on the boundaries of the two
grids.

Low-Speed Flow over Cylinder—A Mach 0.01 flow
over the same topology as above was calculated using
the preconditioned form of the relaxation scheme.  A
16x16 grid was used for all calculations.  Figure 3 shows
the convergence histories using a 2nd order Runge-Kutta
scheme, a 1st order point-implicit scheme and the
relaxation scheme.  The best results were obtained with
a local CFL number of 50 and the relaxation scheme
using 2 forward-backward boundaries-on-in LHS
sweeps.  In that case, seven orders of magnitude residual
drop was achieved in less than 100 steps.

Oblique Shock Simulation—Two geometries were
used to simulate an oblique shock at Mach 2.0.  The first
case involved a supersonic flow over a 10 degree ramp
using a 51x51 grid.  Figure 4 shows the convergence
history using a 2nd order RK method, a first order point-
implicit (CFL 50) method and the relaxation scheme

using a CFL of 50 and two forward-backward LHS
sweeps in the streamwise direction.  Again, the
relaxation scheme improved the convergence by leaps
and bounds.  The second case involved a simple
rectangular domain where a Mach 2.0 flow impinges
onto the lower surface at an angle causing an oblique
shock to develop.  Three mesh topologies were used to
simulate the flow.  The first was a simple Cartesian
mesh, the second a triangular mesh and the third a mesh
with a mixture of triangular and quadrilateral elements.
Figures 5a, b, c show the mesh topologies.  Figure 6
shows the convergence histories on the three grids using
the relaxation scheme at CFL 50 and 2 forward-
backward boundary-on-in LHS sweeps.  The
convergence histories are roughly the same with all three
grids showing a drop of 4 orders of magnitude in the
residual in roughly 200 steps.

Supersonic Laminar Flow over Flat Plate—A Mach
2.0 laminar flow over a flat plate at Re = 1.85x106/m
was calculated using a 51x101 stretched quadrilateral-
mesh grid (∆ymin = 0.0001, y+ ≈ 100 ).  The

computational grid was 0.31m in the x-direction and
0.1m in the y-direction.  Figure 7 shows the convergence
history using a point-implicit (CFL 50), the relaxation
scheme using CFL 50 and 2 forward LHS sweeps in the
streamwise direction, the other relaxation scheme using
eigenvalue-based cell -ordering and 2 forward-backward
LHS sweeps.  Roughly six orders of magnitude drop in
the residual was achieved in 400 steps by the
eigenvalue-based cell ordering even in this highly
stretched grid.

Incompressible Flow over a Flat Plate—An
incompressible laminar flow over a flat plate was
simulated using the preconditioned version of the
relaxation scheme with primitive variable updating [16].
A grid similar to that of the above case was used.  Figure
8 shows the convergence history of the relaxation
scheme using CFL 25 and 2 forward-backward
boundaries-on-in LHS sweeps.  Roughly five orders of
magnitude drop in the residual was achieved in 400
steps.  This example was provided to show how easily
the scheme can be adapted to a methodology where the
update-variables are different from the conservation
variables.

Supersonic Turbulent Flow over Ramp—This case
corresponds to the Mach 2.84 flow past a 24 degree
ramp [26].  The impinging shock on the boundary layer
upstream of the ramp corner causes flow separation to
occur ahead of the corner and a subsequent reattachment
occurs downstream of it. In problems of this type the
separation bubble shape and size affect many flow
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Relaxation Schemes

The relaxation scheme in CFD++ is implemented based
on the point-implicit method.  The simple point implicit
scheme described earlier goes through a single iteration
and updates the cell average value.  In implementing the
relaxation scheme, several iterations are done using a
left hand side (LHS) update between iterations.  The
basic scheme (single iteration) is as follows:
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where n represents the old time level and * and **
represent iteration steps.  One can see that if one
iteration is carried out with the * level being equal to the
n-th level the basic scheme is recovered.  The relaxation
scheme implemented in CFD++ is obtained by

expanding the Jacobian (∂
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where the subscript c denotes the central cell and fn
denotes the face neighbors.  After expanding the LHS in
the above manner the scheme is then written as follows:
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Note that the neighbor effects have been taken to the
right hand side of the equation.  This scheme is
implemented in a Gauss-Seidel fashion, i.e. using new
iteration level solutions as they become available in the
neighbor-effect term.  In using the relaxation scheme
one should be aware of the following properties:

1. Number of sweeps and sweep direction.  In the
above implementation of this point-implicit
relaxation scheme, the number of sweeps can play
an important role in its convergence properties.
Obviously if only one sweep is performed some of
the cells will not feel the effect of the relaxation.
Too many iterations are futile because the RHS is
not updated between sweeps and the solution is
advanced using the cell and neighbor LHS
contributions.  The sweep direction can be forward,
backward or both.  Usually a two-sweep forward-
backward implementation yields adequate results.

 
2. Cell ordering in which the relaxation sweeps are

done.  The cell ordering in the relaxation scheme
can also play a significant role in its convergence
properties.  Several options have been considered:

a) Sweep order according to cell numbers
b) “Boundaries-on-in” ordering of cells
c) Ordering starting from a specific boundary
d) Checkerboard (or colored) scheme

numbering
e) Cell ordering based on eigenvalue

Depending on the problem under consideration, a
specific cell -ordering will aid in accelerating the
convergence properties of the scheme.  For
example, in an inviscid supersonic flow problem, it
is advantageous to sweep in the “ free-stream”
direction.

 
3. The “ goodness” of the Jacobian.  One must keep in

mind that the iterations are advanced using an
update of the LHS only.  Thus, if the Jacobian is a
very rough estimate, then too many iterations might
make the scheme unstable.

Results



5

In a conservative finite-volume scheme the discretized
form of the fluxes in the preconditioned form of the
equation must be written as follows:
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q qRiemann
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For example in a Roe’s scheme, the diffusion matrix
|PA| is based on the right and left eigenvectors of the
matrix PA which is obtained by multiplying the
preconditioning matrix, P, with the Jacobian of the
inviscid fluxes of the non-preconditioned system.  The P-

1 which multiplies the diffusion term is necessary in
order to have a conservative scheme.  In a very simple
(say 1st order RK) method, we can write a time update
scheme as follows:
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where RHS is the right hand side of the non-
preconditioned system.  One inherent problem with all
preconditioners arises from this eventual multiplication

P Pi face
−1 .  The flux f Riemann  is calculated at each cell

face and the P-1 matrix which multiplies the diffusion is
based on an average (say Roe’s average) of the cell face
neighboring quantities.  The P which multiplies the
RHS, however, is computed based on the centroidal
value of the cell being updated.  Thus, in regions of high
gradients, P Pi face

−1   will not necessarily be close to

identity.  This can cause problems in convergence as
well as in stabilit y of the scheme.  In low speed
calculations, these regions of high gradients occur near
stagnation points.  Such points pose yet another problem
for preconditioners: it has been shown that the
normalization parameter in preconditioners must be
roughly equal to the velocity magnitude

( u v w2 2 2+ + ) in order to ideally normalize the
eigenvalues and to obtain an optimal condition number.
Obviously at stagnation points a singularity exists in the
method.  Darmofal [18] has shown that as one
approaches this singularity the eigenvectors of PA
become parallel and thus make the scheme unstable.  A
common fix for this problem is to limit the method to
stay away from stagnation point singularities.

The above shows the basic concepts behind
preconditioning and its initial implementation.  There
have been some recent innovations in preconditioning
which include:

1. Preconditioning based on Mach number so that
eigenvalue spread and condition number become
optimal at all speeds. [19]

 
2. Viscous preconditioning which modifies it based on

cell Reynolds number[24]
 
3. Preconditioning based on cell-aspect ratio[25]

In this paper, we have concentrated on inviscid
preconditioners.  These are preconditioners which solely
try to modify the inviscid-flux-Jacobian-matrix
eigenvalues.  We have evaluated three such
preconditioners:

1.  Preconditioner by Turkel [14,15] which narrowly
bunches the eigenvalues as the Mach number goes
towards zero.  The preconditioning matrix for this
system effectively adds scaled pressure time
derivative terms to the momentum equations.

2.  Preconditioning by Weiss [16] which makes the
largest eigenvalue only twice as large as the
convective one as the Mach number goes towards
zero.  As the flow velocity tends towards (and
passes) sonic conditions the scheme tends to the
non-preconditioned scheme.

3.  Preconditioning by Bram van Leer [19,21] which
narrowly bunches the eigenvalues at all Mach
numbers.  In fact this yields the most optimal spread
in eigenvalues and the most optimal condition
number obtainable.  This is achieved by writing the
equations in a stream aligned coordinate system and
finding the optimal preconditioning matrix in that
set of variables.

Detailed analysis has been conducted on these
preconditioners.  The most robust was found to be that
proposed by Weiss.  This preconditioner suffers only
from the stagnation point singularity which can be
circumvented easily by limiting the preconditioned
parameter away from stagnation points.  This
preconditioner does not suffer from flow angle
sensitivity, sonic point singularity, or outer boundary
sensitivity.  The result of our study is presented in the
table below.  Following the tabular format presented in
[25], we present the results of our analysis.

Van Leer Turkel Weiss

Eigenvalue
Spread

Optimal at all
Mach numbers

Close to
optimal as
M → 0

Maximum
eigenvalue
twice that of
velocity

Sonic Point
Singularity

Yes Yes No (tends to
no precond.
as
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discrepancy between the speed of sound and the fluid
velocity.  Preconditioning also modifies the diffusion in
the flux terms so that non-physical solutions on coarse
meshes in low-speed flows are avoided.  Preconditioning
is implemented by multiplying the time derivative vector
of the dependent variables by a preconditioning
matrix[14,15,16,17,19,21].

P q f g ht x y z
− + + + =1 0

Now if this is inverted, one obtains the following
equation:

( )q P f g ht x y z+ + + = 0

It is clear that this will change the eigenvalues and
eigenvectors of the Jacobian matrices associated with
preconditioned fluxes and thus the diffusion.  This also
destroys the physically correct transient and takes a
different path to the correct steady state solution when
such a state exists.  If transient response is important,
then dual time-stepping techniques[16] can be utili zed
so that only the internal (pseudo-time) steps are
preconditioned. The dual time-stepping basically has a
physical time associated with the transient response and
a second “pseudo” time associated with the iterations
between each time step

For low speed compressible flows, the preconditioning
modifies the wave speeds of the equations to overcome
the numerical diff iculties associated with computation of
low speed flows.  In such flows, the velocity is very
small compared to the speed of sound and thus the
stabilit y criterion which is inversely proportional to the
speed of sound (u+c wave with u being very small )
becomes influential.  In addition, the waves which are
traveling at the velocity of the flow (u waves) travel
much slower than the u+c and u-c waves, and this fact,
combined with the time-step which is dictated by the
speed of sound, implies that a very long time is needed
to converge to a solution.  By altering the magnitude of
the u+c and u-c waves so that they are comparable with
the u waves, the solution is obtained in much fewer
iterations or time steps.

For example take the 1-D Euler equations in non-
conservation form:
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The three eigenvalues of the Jacobian matrix for this
system are u-c, u, and u+c.  Now let us consider the
multiplication of the time derivative term by the inverse
of the preconditioning matrix:
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Inverting this matrix and multiplying it by the Jacobian
matrix yields the new equation for the update of the
primitive variables and the corresponding Jacobian
matrix.
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This new Jacobian matrix has the following eigenvalue
structure:
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The convective eigenvalue, u, is untouched, however,
the acoustic eigenvalues have now been altered by the
introduction of the β2 parameter.  Note that when

β2 2= c , the old Jacobian matrix and eigenvalues are

recovered.  One can see the normalizing effect of this
parameter as u becomes much smaller than c.  In that
case if β2 is set to u2, then all eigenvalues become of
order u and the stiffness due to the large discrepancy
between the sound speed and the flow velocity is
removed.  This is the simplest form of preconditioning,
but there are many fancier preconditioners in the
literature.  As the preconditioner becomes increasingly
complex, more of the terms in the matrix become non-
zero.  In the above preconditioning matrix only the 1,1
element was altered from an identity matrix, but fancier
preconditioners alter more terms in order to get an even
tighter eigenvalue spread. Such preconditioning schemes
can be found in [14,15,19].  In fact, the preconditioner
discussed in [19] is suited for all Mach numbers and
gives rise to the best eigenvalue spread across the Mach
number range.
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boundary condition types for the various sets of
equations.  10) Implementation on MPP computers
based on the distributed-memory message-passing model
using native message-passing libraries or MPI, PVM,
etc. [unified-computing].

Preconditioned-Implicit Relaxation

In this paper, several ideas on convergence acceleration
have been brought together to yield a fast methodology
for all flow regimes.  The approach can be labeled as a
“preconditioned-implicit-relaxation” scheme. It
combines three basic ideas: implicit local time-stepping,
relaxation, and preconditioning.  Preconditioning the
equations ideally equalizes the eigenvalues of the
inviscid flux Jacobians and removes the stiffness arising
from large discrepancies between the flow and sound
velocities at low speeds.  Use of an implicit scheme
circumvents the stringent stabilit y limits suffered by
their explicit counterparts, and successive relaxation
allows update of cells as information becomes available
and thus aids convergence.

Point-Implicit Time Stepping

When using a time-marching method in Navier-Stokes
calculations, one needs to be aware of three types of
stabilit y criteria.  The first two are the common CFL
condition and the von-Neumann condition dealing with
the inviscid and viscous parts of the equations,
respectively.  The other arises due to stiff source terms
present because of turbulence and chemical reactions
(not discussed here).  When using an explicit scheme
(say a multi -stage RK), the first two conditions limit the
time step as follows:

∆
∆ ∆

t CFL
x

VN
x

=








min ,

maxλ ν

2

where CFL is the Courant-Friedrich-Lewy number
(usually around 2-3 for multi -stage RK),VN is the Von-
Neumann number (usually around 1.0 for multi -stage
RK), ∆x is the smallest cell side, ν is the kinematic
viscosity, and λmax is the largest eigenvalue (u+c for the
Euler equations).  Implicit schemes do not suffer from
these time-stepping restrictions.  In fact, if all terms as
well as boundary conditions are treated implicitly then
fully implicit schemes do not have any linear stabilit y
limits.  In implicit schemes the RHS is evaluated at least
partially at the new time level.  This gives rise to a
coupled set of discrete equations which need to be
solved iteratively.  Essentially a linear algebra problem
(Ax=b) arises where x is the solution vector consisting
of the dependent variables at all grid points.  In
structured grids where a simple bookkeeping exists, a

common practice is to use approximate factorization
coupled with a line-implicit approach.  However, this is
not so simple in unstructured approaches.  Many
unstructured-grid codes use a multi -stage Runge-Kutta
time marching coupled with a local time-stepping
concept in which the time-step in each cell i s computed
based on the following formula and cells are updated
using their own maximum allowable time step.  These
types of approaches are vulnerable to the above stabilit y
restrictions.  The approach taken in CFD++ is a point-
implicit one.  The point-implicit scheme is a compact
scheme which in its simplest form has the following
structure:
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∂
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In the simplest case, one can carry out a single iteration
in which case the Jacobian and RHS calculations are
completely based on old time level quantities.  This type
of scheme is ideal for the unified-grid framework present
in CFD++ and does not suffer from severe stabilit y
requirements.  This is especially important in problems
where the viscous stabilit y dominates and causes severe
restrictions on explicit schemes (Note that the viscous
stabilit y limit goes as ∆x2).  However one must be aware
of several facts when using this implementation of the
point-implicit scheme:

1. If the boundary condition treatment is explicit, then,
in certain cases, it can create an upper bound on the
CFL condition.

 
2. When using local time stepping, very large CFLs

might not be possible.
 
3. The scheme can become unstable at large CFLs

when a single iteration is used.

In most of the inviscid flow examples given in the latter
sections of this paper, an infinite CFL was possible even
though the boundary condition treatment was explicit.
However, for most of these cases a CFL of 50-100
(based on the inviscid criterion) was chosen.  For the
very fine grids (several points in the sublayer) used in
the turbulent flow calculations, when spatially varying
time steps were used, the CFL was sometimes limited to
only 5-10.

Preconditioning

The main effect of preconditioning on the compressible
Navier-Stokes equations (at low speeds) is to normalize
the eigenvalues of the flux Jacobian matrix and to
overcome the time-stepping restrictions due to the large
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unstructured-grid codes since it deals with a single
cell rather than a “line-of-cells”.

2. By employing a local time-stepping option, i.e. each
cell ’s time step based on its own characteristic value
(eigenvalue, mesh volume, etc.), one can increase
the rate of convergence.  Often the above-mentioned
multi -stage RK methods are coupled with this
approach.

3. Implicit schemes can be employed to deal with
stiffness effects, avoid stabilit y limits associated
with explicit schemes, take larger time steps, and
converge faster to steady state.  In structured grid
codes, often a line-implicit approach is adopted.  In
unstructured grid codes, however, due to the
bookkeeping involved, the most common approach
is a point-implicit methodology.

4. Proper and careful choice of inflow/outflow and far-
field boundary conditions can help avoid spurious
reflections.  These methods can be divided into two
categories.  One involves exponential damping of
the equations [2,8,9] and the other involves solving
a characteristics-based time-dependent equation at
the boundary [4,5,6,7].  For preconditioned forms of
the equations it is important to use the
corresponding characteristic theory, not the
characteristics for the original non-preconditioned
equations.

5. Relaxation techniques [10,11] can be developed for
TVD upwind formulations.  These avoid
factorization errors that occur at large values of the
time step and they can be designed to take
advantage of signal propagation directions
associated with hyperbolic equations.

6. Multi -grid [12,13] techniques can be interpreted in
several ways as a convergence acceleration
technique.  One viewpoint is that they help
propagate the solution faster by resorting to partial
solution updates on the cruder levels.

7. For low speed flows, when the numerical diffusion
and the eigenvalue spectrum of the advection terms
become large, preconditioning techniques have been
employed to increase the rate of convergence
[14,15,16,17,18,19,20].  By multiplying the time
derivative vector in the governing equations by a
preconditioning matrix, the eigenvalues of the
equations are normalized so that they all have the
same order of magnitude.  These concepts have
been generalized in [19,21] to be suitable for all

flow regimes.  For low speed flows, preconditioning
also leads to much improved accuracy in the
solution on a given grid (especially on coarse grids).

Only a few of these approaches have been researched in
an unstructured grid framework and none have been
hitherto applied in the unified-grid framework.  The
authors became aware of the very recent work in this
area by Weiss [35].  The approach shown here is
somewhat similar to his; however, the schemes shown
were derived independently and the application arena is
a unified-grid framework.

In this paper, several ideas and approaches from the
above-mentioned categories (including some novel
implementations) are explored in various combinations.
Illustrative examples are employed to demonstrate the
effectiveness of the method for all flow regimes and grid
topologies.

Numerical Framework

The basic numerical framework in which the proposed
scheme is implemented is termed the unified-grid,
unified-physics and unified-computing framework.
These have been implemented in a software suite called
CFD++ [22,23] and the user is referred to these
references for details of the basic numerical framework.
Here we will give only a brief synopsis of this
framework and methodology.

CFD++ Methodology—general outline

The numerical framework of CFD++ is based on the
following general elements:  1) Unsteady compressible
and incompressible Navier-Stokes equations with
turbulence modeling [unified-physics].  2) Unification of
Cartesian, structured curvili near, and unstructured grids,
including hybrids [unified-grid].  3) Unification of
treatment of various cell shapes including hexahedral,
tetrahedral and triangular prism cells (3-d), quadrilateral
and triangular cells (2-d) and linear elements (1-d)
[unified-grid].  4) Treatment of multiblock patched
aligned (nodally connected), patched-nonaligned and
overset grids [unified-grid].  5) Total Variation
Diminishing discretization based on a new multi -
dimensional interpolation framework.  6) Riemann
solvers to provide proper signal propagation physics,
including versions for preconditioned forms of the
governing equations.  7) Consistent and accurate
discretization of viscous terms using the same multi -
dimensional polynomial framework.  8) Pointwise
turbulence models that do not require knowledge of
distance to walls.  9) Versatile boundary condition
implementation includes a rich variety of integrated
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Abstract

Improved convergence rates for a unified grid
framework are achieved by combining several
convergence acceleration strategies, which include local
implicit time-stepping, low-speed preconditioning, and
relaxation methods.  It is demonstrated that good
convergence can be achieved on various grid types and
topologies, all speed regimes, and for both inviscid and
viscous flows.

Introduction

Over the last three decades Computational Fluid
Dynamics tools have been developed to encompass
increasing levels of complexity in physics, numerics and
geometry.  They have been applied to an ever-expanding
set of problems.  The increasing demands placed on
CFD continue to force the need for further
improvements.  Increasing the effectiveness of CFD
requires the reduction of the computational cycle time
(time from problem definition to completion of
solution).  Part of this is being achieved through the use
of unified-grid approaches which greatly reduce the
demands placed on the grid and the grid generation
process [1]. A corresponding improvement in
convergence rate to the desired solution is also required.
The combination of speed-up and geometrical versatilit y
is not traditionally addressed together.  In this paper we
present some ideas, approaches, implementation details
and results of tests to demonstrate our recent progress in
this area.

Convergence acceleration has become an important
issue in the use of CFD in the design processes.  The
need for fast turnaround times in a design cycle dictates
a fast grid-to-solution time which, in turn, influences the
choice of grid type, grid generation process, the number
of grid points, choice of physical models such as
turbulence models, wall functions, the choice of
numerical methodology, solvers, and the choice of
solution methodology parameters.  Often the ultimately
desirable grid is too fine for rapid computation and is,
therefore, coarsened to achieve a faster turnaround time.
Many techniques have been employed to speed up the
convergence rate of numerical methods so that such
measures become unnecessary.

Several issues can affect the convergence rate of a
numerical method.  These can range from the reflection
at boundaries, influence of cell aspect ratio, numerical
accuracy, numerical diffusion, eigenvalue spectrum, etc.
A number of techniques have been utili zed to remedy
adverse effects caused by the above-mentioned factors
and thereby accelerate the convergence rate.  The
following is a sample collection of such techniques:

1. Multi -Stage Runge-Kutta (RK) methods [2,3] have
been developed, possessing stabilit y limits of CFL >
1 which not only allow larger time-steps but have
better residual damping characteristics than the
standard RK methods.  A trade-off occurs due to the
fact that 4-5 stages are usually considered and this
increases the computational time per time step.
This type of scheme has been adopted by many


